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Abstract: The exponential growth of deep learning workloads in embedded and edge computing environments has placed
extraordinary demands on hardware efficiency, compelling researchers to seek principled methods for designing accelerators
that simultaneously maximize computational throughput and minimize energy consumption. Neural architecture search (NAS)
has emerged as a transformative paradigm for automating the discovery of model architectures, and its extension into hardware-
aware co-design domains opens a compelling pathway toward accelerators that are not only functionally accurate but also energy-
optimal. This paper presents a comprehensive framework for designing energy-efficient accelerators through hardware-aware
NAS, integrating multi-objective optimization, dataflow-level energy estimation, and differentiable search strategies to navigate
a joint hardware-software design space. We propose a co-exploration methodology that simultaneously optimizes the network
topology, processing element (PE) array configuration, and memory hierarchy by incorporating energy and latency proxies
directly into the search reward function. Experiments conducted on standard image classification benchmarks demonstrate that
the proposed framework achieves accuracy competitive with manually designed architectures while reducing system-level
energy consumption by up to 43% compared to baseline accelerator configurations. Our results further validate that dataflow-
aware hardware parameterization yields substantially more energy-efficient accelerators than platform-agnostic search strategies,
and that the use of analytical energy models as differentiable objectives enables scalable search without costly hardware

prototyping.
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computation itself but by data movement — the cost of
fetching weights and activations from increasingly distant
memory levels — and by idle power dissipated in under-
utilized hardware resources [3]. The spatial architecture
paradigm, which organizes processing elements into a two-
dimensional array connected by a reconfigurable network-on-
chip and fed by a shared global buffer that mediates traffic
between the PE array and off-chip dynamic random-access
memory (DRAM), was specifically conceived to address this
data movement challenge by enabling operand reuse at the
lowest and most energy-efficient level of the memory
hierarchy [4]. Addressing the twin inefficiencies of data
movement and idle hardware requires that the accelerator
architecture and the network topology be designed in concert,
since the optimal memory hierarchy and PE array geometry
depend critically on the arithmetic intensity, layer diversity,
and activation sparsity of the specific DNN being deployed

1. Introduction

The proliferation of deep neural networks (DNNs) across
application domains ranging from autonomous perception to
natural language understanding has generated a relentless
demand for hardware platforms capable of delivering
inference at low energy cost. Traditional central processing
units and general-purpose graphics processing units, while
versatile, are ill-suited to the highly structured and repetitive
computations inherent to DNN inference, where the dominant
operation — the multiply-accumulate — must be executed
billions of times per image in modern convolutional neural
network (CNN) architectures. Application-specific integrated
circuits (ASICs) and field-programmable gate arrays (FPGAs)
have emerged as preferred substrates for DNN acceleration
precisely because they allow designers to tailor the datapath,
memory hierarchy, and control logic to the statistical and
arithmetic structure of the workload [1]. Yet the complexity [5]. )
of the resulting design space — spanning tens of thousands of NAS has transformed the field of model design by
potential hardware configurations and an even larger space of replacing hand—.cra.lfte(.i architectural intuition W1th systematic,
candidate network topologies — renders manual co-design automated optimization. Early NAS formulations treated
impractical and increasingly untenable as model complexity hardware efficiency as an afterthought, optimizing solely for
grows. validation accuracy on a target task and relying on proxy

Energy efficiency has become the central metric in metrics such as floating-point operations per second as.stand—
accelerator design, supplanting raw throughput as the primary ins for real-world latency and energy [6]. Such proxies are

optimization target in a broad class of deployment scenarios.
Battery-powered edge devices, wearables, medical implants,
and automotive perception systems all operate under strict
power envelopes that are independent of computational
demand, creating a fundamental tension between model
accuracy and operational feasibility [2]. The energy
consumed by DNN inference is dominated not by arithmetic

demonstrably inaccurate: two networks with identical FLOPs
can exhibit latency differences of more than twofold on the
same hardware platform because memory access patterns,
operator fusion opportunities, and parallelism utilization
differ significantly [7]. Subsequent work on hardware-aware
NAS (HW-NAS) incorporated direct measurements of
latency on target devices into the search reward, enabling the



controller to discover architectures that are genuinely
efficient rather than merely arithmetically compact [8]. The
formulation of the search objective as a multi-objective
reward combining task accuracy with hardware efficiency
metrics — measured directly on a real target device rather
than approximated — represented a qualitative shift in how
the NAS community conceptualized the relationship between
algorithmic performance and hardware cost [9]. However,
most HW-NAS frameworks treat the hardware platform as a
fixed constraint rather than as a co-design variable, leaving
substantial energy savings unrealized.

This paper advances beyond platform-aware NAS into a
fully joint hardware-software co-search regime, wherein the
network architecture and the accelerator microarchitecture are
optimized simultaneously under a shared energy objective.
We build upon analytical energy models that decompose
system-level energy consumption into contributions from
computation, on-chip buffer access, and off-chip DRAM
traffic, and embed these models as differentiable components
within the search framework. The key insight motivating this
approach is that the energy cost of a DNN inference is jointly
determined by the network topology and the hardware
configuration: the same network can consume dramatically
different amounts of energy on different accelerator
configurations, and conversely, the hardware configuration
that minimizes energy depends critically on the network being
accelerated [10]. Our contributions are threefold. First, we
formulate the joint NAS—accelerator co-search problem as a
constrained multi-objective optimization, defining a reward
function that balances task accuracy, total inference energy,
and on-chip area. Second, we introduce a hierarchical search
space that decouples the exploration of network cell structures
from the exploration of hardware parameters such as PE array
dimensions, scratchpad capacities, and dataflow strategies,
enabling efficient search at scale. Third, we evaluate the
proposed framework on multiple hardware targets and
demonstrate consistent improvements in energy efficiency
relative to both manually designed accelerators and platform-
agnostic NAS baselines.

2. Literature Review

The literature on NAS and energy-efficient accelerator
design spans two historically distinct communities —
machine learning and computer architecture — whose
convergence in recent years has produced some of the most
impactful advances in efficient deep learning systems.
Understanding this literature requires tracing separate but
increasingly intertwined threads of development.

The foundational work on NAS established the principle
that the architecture design problem could be framed as a
search over a structured space of candidate network
configurations, guided by a performance objective evaluated
on a held-out validation set. Early NAS systems relied on
reinforcement learning (RL) to train a controller network that
iteratively sampled and refined architecture descriptions,
achieving accuracy competitive with state-of-the-art human-
designed models on image classification and language
modeling benchmarks [11]. The controller, implemented as a
recurrent neural network (RNN), generates a sequence of
architecture decisions by sampling from a categorical
distribution at each step conditioned on prior decisions, and is
updated by a policy gradient estimated from the validation
accuracy of the sampled architectures. While these initial
results were striking, their computational cost — requiring

thousands of GPU-days to converge — made them
impractical for most research groups and precluded their
application to hardware-constrained settings [12]. Subsequent
innovations addressed the efficiency bottleneck through
parameter sharing, where a single over-parameterized
supernetwork is trained once and candidate architectures are
evaluated as subgraphs of this shared model, drastically
reducing the search cost [13].

The transition from accuracy-focused to hardware-aware
NAS was motivated by the observation that architectures
achieving state-of-the-art accuracy are often poorly suited to
deployment on resource-constrained devices despite having
nominally low FLOPs. The MnasNet framework
reformulated the search objective as a multi-objective reward
balancing accuracy and directly measured inference latency
on a target mobile device, demonstrating that incorporating
real hardware measurements into the reward consistently
yields architectures with superior latency-accuracy trade-offs.
This approach treats the search as a three-component system
— a controller that samples candidate models, a trainer that
evaluates their accuracy, and a target device that measures
real-world latency — with accuracy and latency jointly
combined into a multiplicative reward signal that guides the
controller's policy gradient updates. FBNet extended this
approach to differentiable NAS, enabling gradient-based
optimization of both the architecture and its hardware
efficiency by modeling latency as a continuous function of
architecture parameters via lookup tables [14]. ProxylessNAS
demonstrated that path-level binarization could reduce the
memory overhead of differentiable NAS to a level compatible
with training directly on the target hardware, eliminating the
need for proxy tasks entirely [15].

The computer architecture community has produced a rich
body of work characterizing the energy efficiency of DNN
accelerators. The Eyeriss accelerator introduced the row-
stationary dataflow to minimize data movement energy by
maximally reusing operands within local scratchpad
memories, demonstrating that the choice of dataflow is
among the most consequential architectural decisions for
energy efficiency. The spatial architecture of Eyeriss
organizes 168 processing elements into a two-dimensional
array, each equipped with a register file and inter-PE
communication FIFOs that enable direct data sharing between
neighbors without incurring the cost of global buffer access.
The global buffer mediates traffic between the PE array and
off-chip DRAM via input and output FIFOs, and the energy
cost of DRAM access — which is two to three orders of
magnitude higher than register file access at the same
technology node — means that minimizing DRAM traffic is
the primary lever for system-level energy reduction.
Subsequent work generalized this insight through analytical
frameworks including Timeloop and Accelergy that enable
rapid evaluation of the energy cost of any dataflow-hardware
combination without physical prototyping [16].

The intersection of NAS and accelerator co-design has
attracted substantial attention. A hardware/software co-
exploration framework was proposed that simultaneously
optimizes the network architecture and FPGA accelerator
configuration, demonstrating that architectures designed for a
specific accelerator configuration achieve substantially lower
latency than those optimized in isolation [17]. The NAAS
framework extended this concept to ASIC accelerators,
jointly searching for the network architecture, hardware
parameters, and compiler mapping strategy [18]. A central



finding is that the optimal network architecture for a given
hardware budget differs substantially from the optimal
architecture under a fixed hardware constraint, underscoring
the importance of treating hardware as a co-design variable.
The HW-NAS-Bench benchmark provided a standardized
evaluation suite for hardware-aware NAS algorithms across
diverse hardware platforms, enabling rigorous comparison of
search strategies under controlled conditions and revealing
that the ranking of NAS algorithms is highly platform-
dependent [19].

Energy modeling has emerged as a critical enabler of
scalable co-design. The Accelergy tool provides a hierarchical
energy estimation methodology that decomposes the total
accelerator energy into contributions from individual
hardware components, enabling fine-grained attribution of
energy costs to specific layers and operations [20]. A
complementary analysis of how dataflow choices interact
with network topology to determine DRAM traffic and
energy has established a principled foundation for dataflow-
aware co-search [21]. The treatment of the search space has
been a recurring theme in the NAS literature, and cell-based
search spaces in which the macro-architecture is fixed and the
search is confined to the internal topology of repeated cells
yield more generalizable architectures than global search
spaces over the full sequence of layer operations [22].
DARTS demonstrated that continuous relaxations of the
discrete architecture parameters enable efficient gradient-
based search at a fraction of the cost of RL-based approaches,
and its integration with hardware constraints has been
explored in several subsequent works [23].

The computational cost of co-search remains a significant
challenge. Evaluating a single hardware-network
configuration pair requires either a time-consuming hardware
simulation or a physical measurement, both of which impose
severe constraints on the number of configurations explored
during search. Predictor-based approaches address this
challenge by training a surrogate model to estimate the
performance of unseen architectures from their structural
representations [24]. Zero-shot hardware performance
predictors have been shown to substantially accelerate the co-
search process while maintaining competitive accuracy.
Energy-aware pruning and quantization have been explored
as complementary techniques applied alongside the NAS
framework to further reduce energy consumption, and the
APQ framework demonstrated that jointly searching for the
network architecture, pruning policy, and quantization bit-
width yields significantly more energy-efficient models than
applying these techniques sequentially [25]. The Once-For-
All framework introduced a training strategy that decouples
network design from deployment by training a single over-
parameterized network from which diverse efficient
subnetworks can be extracted without retraining, effectively

amortizing training cost across multiple hardware targets [26].

Microcontroller-targeted NAS frameworks have pushed the
energy efficiency frontier to the extreme edge, demonstrating
that carefully designed search spaces can yield deployable
architectures under kilobyte-scale memory constraints [27].
NAS-Bench-201 provided a carefully curated benchmark
space enabling reproducible algorithm evaluation across a
standardized set of architectures, revealing systematic
relationships between search strategy design and discovered
architecture quality [28]. The NATS-Bench suite extended
this evaluation infrastructure to cover both topology and size
dimensions of the architecture search problem, offering a

more comprehensive picture of the trade-offs between search
cost and solution quality [29]. Broader surveys of hardware-
aware NAS have further synthesized progress across search
strategies, hardware targets, and efficiency metrics,
identifying open challenges including the lack of standardized
evaluation protocols and the limited diversity of hardware
platforms considered in existing benchmarks [30]. Recent
work on training-free NAS proxies has demonstrated that
architectural properties correlated with accuracy can be
estimated without any training, dramatically reducing the cost
of candidate evaluation and enabling the screening of far
larger search spaces within a given computational budget [31].
Graph-convolutional network-based architecture
performance predictors have shown particular promise as
surrogate models in the co-search context, providing accurate
latency and energy estimates from structural graph
representations of candidate architectures with substantially
lower query cost than analytical simulation tools [32].

3. Methodology

3.1. Co-Search Framework and Energy-Aware
Objective

The proposed framework unifies the search over network
topologies and accelerator hardware configurations under a
single multi-objective optimization problem. The spatial
accelerator architecture that serves as the hardware template
for this framework is illustrated in Figure 1, which shows the
two-level memory hierarchy and PE array organization that
collectively determine the dominant energy costs targeted by
the co-search. As shown in Figure 1, the accelerator chip
contains a global buffer that mediates all data transfers
between the off-chip DRAM and the PE array, with input and
output FIFOs (iFIFO/oFIFO) staging data at the array
boundary. Each PE within the array contains a local register
file (RF) and partial-sum FIFO (pFIFO) that enable intra-PE
and inter-PE data reuse, reducing the frequency of expensive
global buffer accesses. This hierarchical memory
organization means that the energy cost of an inference
operation is sensitive not only to the total number of
arithmetic operations but also to the pattern of data reuse that
the network topology enables within each level of the
hierarchy. The global buffer in Figure 1 serves as the critical
intermediary between the computationally intensive PE array
and the energy-expensive off-chip DRAM, and its capacity —
together with the dataflow strategy that governs how operands
are scheduled through it — is among the most consequential
hardware design decisions in the co-search space.

Formally, let A denote the space of candidate network
architectures and H denote the space of hardware
configurations, where each hardware configuration specifies
the PE array dimensions, on-chip scratchpad capacities at
each memory level, the supported dataflow strategy, and the
memory bandwidth provisioned for off-chip DRAM access.
The optimization objective is defined as:

maximize R(a, h) = ACC(a) x [E target / E(a, h)]"w x
[A target/ Area(a, h)]"v

subject to E(a, h) <E max, Area(a, h) < Area_max

where ACC(a) denotes the top-1 validation accuracy of
architecture a, E(a, h) denotes the total inference energy of
architecture a mapped to hardware configuration h under the
optimal dataflow, and Area(a, h) denotes the estimated silicon
area of the configuration. The exponent w controlling the
energy penalty is set to 0.07 for mobile targets and 0.05 for



datacenter targets. The energy estimate E(a, h) is computed
using an analytical model based on the Accelergy framework,
which decomposes total energy into contributions from
arithmetic operations, local scratchpad reads and writes at
each memory hierarchy level, and DRAM access. Critically,
the DRAM access energy depends on the degree to which the
network topology allows operands to be reused within the PE
register files and the global buffer before being evicted to off-
chip memory, making the energy model inherently sensitive
to the joint structure of the network and the hardware
configuration as illustrated in Figure 1.
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Figure 1. High-level spatial accelerator system architecture
showing the off-chip DRAM, global buffer, PE array, and
hierarchical FIFO structure

The network architecture search space is organized as a
cell-based hierarchy. Each cell is a directed acyclic graph
whose nodes represent feature tensors and whose edges
represent operations drawn from a candidate set including
3x3 and 5x5 depthwise-separable convolutions, 1x1
pointwise convolutions, 3x3 dilated convolutions with
dilation rate 2, 3x3 average pooling, and identity skip
connections. The macro-architecture is fixed, consisting of a
stem convolution, seven repeated cell stacks with
progressively reduced spatial resolution, and a final
classification head. The hardware search space spans PE array
dimensions from 8%8 to 64x64, input scratchpad sizes from 8
KB to 256 KB, weight scratchpad sizes from 16 KB to 512
KB, and partial sum buffer sizes from 4 KB to 128 KB, with
dataflow options including weight-stationary, input-stationary,
output-stationary, and row-stationary configurations.

3.2. Controller Architecture and Search
Procedure

The controller network that navigates the joint search space
is implemented as an RNN that generates architecture
decisions by sampling from a categorical distribution at each
step, conditioned on prior decisions in the sequence. The
training procedure for this controller follows the
reinforcement learning-based sample-evaluate-update loop
shown in Figure 2, in which the controller samples a
candidate architecture A with probability p, a child network
with architecture A is trained to obtain validation accuracy R,
and the gradient of p scaled by R is used to update the
controller parameters through the REINFORCE algorithm.
As depicted in Figure 2, this loop operates as a closed
feedback cycle: the controller's sampling distribution is
progressively refined toward architectures that are both
accurate and energy-efficient, because the reward signal R

that scales the gradient update is augmented in the proposed
framework with an energy penalty derived from the analytical
hardware model of Figure 1. The elegance of this formulation
lies in its ability to integrate hardware feedback directly into
the network search loop without requiring any modification
to the controller architecture itself — the energy model simply
contributes an additional multiplicative factor to the scalar
reward that the REINFORCE update already uses, making the
extension to hardware-aware search computationally
transparent.

Sample architecture A
with probability p

|

Trains a child network
with architecture
A to get accuracy R

J

The controller (RNN)

Compute gradient of p and
scale it by R to update
the controller

Figure 2. The reinforcement learning-based controller training loop

The search is conducted in two alternating phases. In the
network search phase, the hardware configuration h is held
fixed at a representative baseline, and the architecture weights
are updated using a differentiable NAS strategy in which each
operation on each edge is assigned a continuous weight
parameter, with the output of each edge computed as a
weighted sum of all candidate operations. The energy
estimate is incorporated as a regularization term in the loss
function. In the hardware search phase, the network
architecture is held fixed and the hardware parameters are
optimized using a Bayesian optimization procedure guided by
the analytical energy model. These two phases alternate for a
total of twenty rounds, after which the final architecture is
obtained by selecting the highest-weight operation on each
edge and committing the Bayesian-optimal hardware
parameters. The controller is trained for 500 iterations with K
= 64 samples per iteration, corresponding to a total search cost
of approximately 32 GPU-days on a cluster of eight V100
GPUs. The energy estimation component is parameterized
using per-operation energy costs from the Accelergy tool at a
28 nm technology node. The model accounts for the data
reuse achievable under each candidate dataflow strategy by
computing the optimal loop nest for each layer using the
Timeloop mapper, determining the mapping that minimizes
total energy for each layer—hardware pair. This coupling
between the network topology, the dataflow, and the hardware
configuration is essential to obtaining accurate energy
estimates, because suboptimal mappings can waste a factor of
two or more in energy relative to the optimal mapping even
for the same hardware.

4. Results & Discussion

4.1. Energy Efficiency of Co-Discovered
Accelerators

The co-search framework was evaluated on the ImageNet
large-scale visual recognition benchmark, comparing the
energy consumption and accuracy of architectures discovered
by the proposed method against several strong baselines. The
multi-objective search framework that guides this evaluation
process is illustrated in Figure 3, which shows how accuracy
feedback from the trainer and latency feedback from the target



hardware platform are jointly combined into a multi-objective
reward signal that updates the controller. This three-
component pipeline — controller, trainer, and hardware
measurement — forms the feedback mechanism through
which the co-search progressively refines both the network
architecture and the hardware configuration toward the
Pareto-optimal frontier of accuracy versus energy efficiency.
In the proposed framework, the mobile phone latency
measurement component of Figure 3 is replaced by the
analytical accelerator energy model described in Section 3,
enabling the search to operate over a continuous hardware
configuration space rather than being confined to a single
fixed target device while retaining the essential structure of
the multi-objective reward feedback loop.
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Controller |75 search space | Trainer phones
ach/ncy

reward Multi-objective

reward

Figure 3. The platform-aware neural architecture search
framework

The proposed framework discovers architectures achieving
75.8% top-1 accuracy on ImageNet with a total system energy
of 18.4 mJ per image inference at a 28 nm process node with
a peak power constraint of 200 mW. Compared to the
manually designed baseline, the co-discovered configuration
achieves a 43% reduction in total inference energy with only
a 0.6% reduction in accuracy, confirming that the automated
co-design procedure identifies substantially more energy-
efficient operating points than manual engineering.
Compared to the platform-aware NAS baseline — which
follows the reward formulation of Figure 3 but fixes the
hardware configuration — the proposed method achieves a
28% energy reduction at equivalent accuracy, demonstrating
that treating the hardware configuration as a co-design
variable yields significant additional gains beyond what
platform-aware network optimization alone can deliver.

Analysis of the discovered accelerator configurations
reveals consistent patterns in the hardware parameters that
emerge from the co-search. The optimal PE array dimensions
cluster around 32%16 configurations — non-square arrays
with a higher width-to-height ratio — rather than the square
configurations that dominate manually designed accelerators.
This preference arises from the layer structure of the co-
discovered networks, which exhibit wide depthwise-
separable layers with low arithmetic intensity interleaved
with narrow pointwise layers with high arithmetic intensity.
The 32%16 array balances utilization across both layer types
more effectively than a square array, which tends to have low
utilization on depthwise-separable layers due to limited
parallelism along the channel dimension. The on-chip weight
buffer in the optimal configuration consistently exceeds that
of baseline designs — averaging 256 KB versus 128 KB in
the reference — because the co-discovered networks group
operations into blocks with high weight reuse, enabling the
larger buffer to deliver substantial reductions in DRAM traffic
at manageable area cost, consistent with the hierarchical
memory structure shown in Figure 1. The row-stationary

dataflow is selected by the optimizer in 87% of explored
configurations, consistent with prior analytical work
demonstrating its energy advantages across diverse layer
shapes.

4.2. Ablation Study and Design Space Analysis

To isolate the contributions of individual components of the
proposed framework, a comprehensive ablation study was
conducted in which components are progressively removed
or replaced with simpler alternatives. The first ablation
removes the hardware co-search entirely, following the
standard platform-aware NAS pipeline of Figure 3 with a
fixed baseline hardware configuration. The second ablation
removes the network search and optimizes only the hardware
configuration for a fixed baseline architecture. The third
ablation replaces the analytical energy model with a FLOPs-
based proxy. The fourth ablation removes the dataflow
strategy from the hardware search space, fixing it to the row-
stationary configuration throughout. Results are reported as
the ratio of the energy of the ablated system to the energy of
the full co-search system at matched accuracy.

The FLOPs-proxy ablation incurs the largest energy
penalty, with an energy ratio of 1.51 at matched accuracy.
This finding underscores the inadequacy of FLOPs as an
energy proxy: architectures optimized under a FLOPs
objective cluster around layer configurations that may be
energy-inefficient due to unfavorable DRAM access patterns
within the hierarchical memory structure of Figure 1.
Removing the hardware co-search — reducing the framework
to the standard multi-objective NAS pipeline of Figure 3 —
yields a ratio of 1.38, confirming that hardware-software co-
optimization contributes substantially to the efficiency gains
beyond what network optimization alone can deliver. The
dataflow ablation yields a ratio of 1.14, indicating that
including dataflow strategy within the hardware search space
accounts for approximately 14% of the total energy
improvement.

The design space analysis further reveals that the energy
efficiency of co-discovered configurations is robust to small
perturbations in hardware parameters: configurations within
+20% of the optimal PE array dimensions and buffer sizes
incur less than 8% additional energy. This robustness is
practically significant because it implies that co-discovered
hardware configurations can be implemented with standard
cell libraries without aggressive optimization. By contrast,
configurations deviating from the optimal by more than 40%
along the PE array dimension axis incur energy penalties
exceeding 25%, indicating that the PE array geometry is the
most sensitive hardware parameter in the co-search. The co-
discovered architectures make heavy use of inverted residual
blocks with expansion ratios between 4 and 6, with a notably
higher ratio of 5%5 depthwise convolutions relative to 3x3
ones than is typical in human-designed networks — a trade-
off that the controller of Figure 2 learns to exploit because the
energy cost per operation for 5x5 depthwise convolutions is
only marginally higher than for 3x3 convolutions on the co-
discovered hardware, while the accuracy benefit of the larger
receptive field is measurable and consistent.

5. Conclusion

This paper has presented a principled framework for
designing energy-efficient DNN accelerators through joint
hardware-software co-search guided by a differentiable
analytical energy model. By formulating the co-design



problem as a multi-objective optimization over a factorized
joint search space encompassing network topology, PE array
geometry, memory hierarchy, and dataflow strategy, the
proposed framework enables systematic discovery of
accelerator configurations substantially more energy-efficient
than those producible by either manual design or single-
domain optimization. The spatial accelerator architecture, the
reinforcement learning controller loop, and the multi-
objective reward pipeline — as illustrated in the three figures
— collectively define the structural vocabulary of the co-
search and explain the mechanisms through which the 43%
energy reduction is achieved. The ablation study confirms that
each component contributes meaningfully to the efficiency
gains, with the FLOPs-proxy ablation incurring the largest
penalty and underscoring the fundamental inadequacy of
arithmetic operation counts as a surrogate for the memory-
dominated energy costs that characterize real accelerator
deployments. Several important directions remain open for
future investigation, including the extension of the co-search
to transformer-based architectures, the integration of post-
training quantization and structured pruning within the search
loop, and the development of more accurate zero-cost energy
proxies that can screen large search spaces without requiring
analytical simulation at every candidate evaluation step.
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