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Abstract: The scaling of large language models to trillion-parameter regimes has surfaced critical efficiency bottlenecks
inherent to conventional dense architectures. Sparse Mixture-of-Experts (MoE) frameworks offer a compelling alternative by
selectively activating subsets of model parameters per input token, thereby decoupling total model capacity from per-token
computational cost. This paper investigates how sparse expert architectures scale more favorably than dense counterparts in the
trillion-parameter setting, analyzing the structural design principles governing routing efficiency, load balancing, and expert
specialization. A systematic examination of state-of-the-art MoE configurations is presented, encompassing gating mechanisms,
expert granularity choices, and communication strategies in distributed training environments. The methodology draws on
comparative architectural analysis and empirical benchmarks across public model evaluations to characterize the scaling
behavior of sparse models. Results demonstrate that sparse MoE models achieve performance competitive with dense models at
a fraction of the active parameter count, while exhibiting superior scaling slopes on standard language modeling benchmarks.
Expert collapse and load imbalance are identified as persistent failure modes requiring architectural mitigation. The findings
confirm that sparse expert scaling represents a practically grounded and theoretically well-supported path toward building highly
capable, resource-efficient models at the trillion-parameter frontier.
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drawn from a large pool, emerged as the dominant framework

1. Introduction when GLaM demonstrated that a 1.2-trillion-parameter sparse

The trajectory of modern deep learning has been defined model could match dense counterparts while consuming
by a consistent empirical regularity: larger neural networks, substantially less inference computatlor} [2]. Interest in sparse
trained on greater volumes of data, generalize better across a expert models expa.lr'lded substantlglly when  GShard
broad spectrum of tasks. This observation, formally codified ~ confirmed that conditional computation through learned
through neural scaling laws, has driven a sustained expansion gating could be scaled to hundreds of billions of parameters
in the size of language models, progressing from systems with across distributed devices without sacrificing  training
millions of parameters to those with hundreds of billions stability [3]. . . .
within the span of a decade. The predictability of this scaling Landmark experiments established that the sc.ahng
regime has encouraged investment in ever-larger systems, adyantages 9f sparse systems could be formally quantified:
yielding models with remarkable linguistic, mathematical, unified scah.ng law analyses revea!ed that sparse models
and reasoning capabilities. Yet this expansion has occupy a strictly more favorable region of the performance-
simultaneously exposed a structural constraint that Versgs-compute frontller than dense transformer.s matched on
increasingly limits its continuation: the computational cost of ﬂoaqng-pomt operations  per toker}, confirming the core
training and serving dense transformer models scales efficiency prop051't10n of sparse architectures [4]. Subseq}lent
proportionally with total parameter count, rendering trillion- work refined rougng algorlthms, exper‘F grgnulapty choices,
parameter dense systems practically infeasible for and load .balancmg strategies, culmlnatlng n deployed
deployment outside the most resource-intensive settings. The ~ Systems with hundreds of experts at the trillion-parameter
Switch Transformer demonstrated that this constraint could frontier [S]. These developments have attracted significant
be circumvented by routing each token to only one of many research attention because they suggest that the path to
parallel expert networks, achieving trillion-parameter scale gontlnued .capa‘t.)ﬂ.lty scaling dpes not require PYOPOHIOPal
while keeping per-token computation constant [1]. increases in training and serving computation, decoupling

The concept of sparsely activated computation offers a model quality from raw hardware .expendlture in a manner
principled escape from the density constraint. Rather than that den.se architectures cannot replicate. .
engaging all model parameters for every input token during ] Desp.lte these advances, ngerql ghallenges remain
the forward pass, sparse architectures activate only a selected 1nsufﬁc1entcly resolved. Expert utlllzatlop 1mbalance, where' a
subset of specialized sub-networks called experts per small fraction of experts receive the majority of tokens while
computation step. This architectural choice allows the total others remain r?lrely activated, undermines th? effective use
parameter count to grow while maintaining a roughly constant ~ ©f model capacity and generates unstable training dynamics;
number of active parameters per token, fundamentally §tochastlc expert formulations have bqen proposed  to
altering the scaling trade-off between model capacity and 1nterp01at§ between hqrd sparse routing and Fieqser
computational cost. The Mixture-of-Experts (MoE) paradigm, ~ computation as a partial remedy [6]. Communication
which routes each input token to a small number of experts overhead associated with expert parallelism introduces
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latency that can offset computational savings of sparse
activation, particularly as cluster sizes grow and inter-node
bandwidth becomes the binding constraint [7]. The conditions
under which sparse models scale more efficiently than dense
counterparts depend critically on how expert granularity,
routing strategy, and parallelism configuration interact, a
relationship that is not yet fully characterized across the range
of architectures deployed in practice [8]. Fine-grained expert
decompositions introduce additional degrees of freedom
whose optimal settings depend jointly on model scale, dataset
size, and training duration in ways that have only recently
begun to be systematically analyzed [9].

This paper addresses these gaps by systematically
analyzing the scaling behavior of sparse expert models in the
trillion-parameter regime. The examination covers
architectural components that determine scaling efficiency,
including gating functions, expert dimensionality, routing
strategies, and parallelism configurations. The analysis draws
on the full spectrum of routing approaches, ranging from fully
learned gating to fixed hash-based assignment, to characterize
the design space available to practitioners [10]. Recent
empirical findings from large-scale MoE experiments are
synthesized to characterize how performance scales with both
total parameter count and the number of active parameters per
token, with particular attention to the mechanisms responsible
for the superior scaling slope of sparse systems and the failure
modes that prevent this advantage from being fully realized
in practice. The resulting analysis has practical implications
for the design of next-generation language models intended
for deployment across a spectrum of computational
environments, from high-performance research clusters to
resource-constrained inference settings.

2. Literature Review

The historical development of sparse expert architectures
within modern deep learning proceeded through several
conceptually distinct phases, each advancing the theoretical
understanding and practical feasibility of large-scale
conditional  computation. @ The  earliest systematic
investigation of load-balanced expert routing within
transformer architectures was the BASE Layers framework,
which replaced learned gating with a linear assignment
formulation that enforced strict load balance by construction,
guaranteeing that each expert processed exactly an equal
number of tokens in every forward pass without requiring
auxiliary loss terms [11]. This approach demonstrated that the
instability associated with learned gating could be avoided
entirely by treating token-to-expert assignment as an
optimization problem with hard balance constraints,
establishing a theoretical baseline against which subsequent
learned routing methods could be evaluated.

Vision-domain experiments provided important early
evidence that sparse expert scaling generalizes beyond
language  modeling.  Riquelme and  collaborators
demonstrated that vision transformer architectures
incorporating MoE layers achieve higher accuracy than dense
counterparts at equivalent computational budgets on large-
scale image classification benchmarks, confirming that the
efficiency advantages of sparse activation are not specific to
the sequential token processing characteristic of language
models [12]. This finding motivated the extension of sparse
expert frameworks to multimodal settings, where Mustafa and
colleagues showed that a single model with sparse routing
could develop distinct expert specializations for visual and
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linguistic inputs without explicit supervision, with experts
naturally partitioning into vision-dominant and language-
dominant  sub-populations  through  gradient-based
optimization alone [13].

Recent deployed systems have demonstrated the practical
viability of sparse expert architectures at the scales most
relevant to frontier capability research. The Mixtral family of
models showed that a relatively compact pool of eight experts
combined with top-2 routing could produce language models
matching significantly larger dense systems on challenging
reasoning, coding, and knowledge-retrieval benchmarks,
while activating only a fraction of total parameters per
inference step [14]. DeepSeekMoE pushed the architectural
frontier further by introducing fine-grained expert
decomposition, which partitions each expert into smaller sub-
experts, and shared expert isolation, which designates a subset
of experts as always-active to handle universally common
token patterns, together yielding reduced parameter
redundancy and improved specialization at the trillion-
parameter scale [15].

The problem of initialization and training efficiency for
sparse models received a transformative contribution from
Komatsuzaki and colleagues, whose sparse upcycling
technique initializes MoE models from pre-trained dense
checkpoints by replicating the dense feed-forward weights
across the expert pool and immediately activating sparse
routing [16]. This approach demonstrated substantial
reductions in the additional training compute required to
reach target perplexity levels compared to training sparse
models from random initialization, making sparse
architectures significantly more accessible to organizations
that already possess capable dense checkpoints. The
technique bridges the gap between the dense and sparse
paradigms by treating the former as an efficient initialization
strategy for the latter.

Expert choice routing, introduced by Zhou and
collaborators, inverted the conventional routing direction by
having each expert select its top-k incoming tokens from the
full batch rather than having each token select its preferred
experts [17]. This inversion guarantees perfect load balance
by construction, entirely eliminating the need for auxiliary
balancing losses, capacity constraints, and token-dropping
logic. The trade-off is that expert choice routing is inherently
non-causal during inference, requiring the full token set to be
available before routing decisions are made, which conflicts
with autoregressive generation. The development of hybrid
schemes that use expert choice during training and learned
top-k during inference has been explored as a resolution to
this tension. Studies of emergent expert specialization in
trained sparse models have confirmed that content-dependent
routing produces consistent semantic and syntactic
partitioning across the expert pool, with topic-based
clustering and syntactic category preferences developing
without explicit supervision [18].

The systems infrastructure required to realize theoretical
sparse scaling advantages has been a major area of
development. MegaBlocks introduced block-sparse matrix
multiplication primitives specifically designed for the
irregular computation patterns generated by MoE routing,
enabling efficient GPU utilization even when different
experts process different numbers of tokens within the same
batch [19]. The transformation of dense feed-forward layers
in pre-trained transformers into MoE structures was explored
through the MoEfication framework, which identified that the



activation patterns of standard feed-forward layers already
exhibit quasi-sparse structure compatible with expert routing,
enabling post-hoc sparse transformation of dense models
without retraining from scratch [20].

Model compression for deployed sparse systems has
received increasing attention as the practical costs of
maintaining large expert pools during inference have become
apparent. The MoE-12 framework proposed a two-stage
compression pipeline combining inter-expert pruning, which
eliminates redundant experts based on similarity of their
weight matrices, with intra-expert low-rank decomposition,
which reduces the parameter count of retained experts [21].
The Dense-to-Sparse gating approach proposed a curriculum
training schedule that begins with a soft gating function
engaging all experts and gradually increases routing
sharpness over the course of training, preventing premature
expert collapse during the early phases when representations
are not yet sufficiently stable to support meaningful
specialization [22].

Open-source documentation of large-scale sparse model
training has provided valuable infrastructure for the research
community. The OpenMoE project published detailed
analysis of training dynamics, routing behavior, and
downstream performance for a family of open MoE language
models trained from scratch, including systematic
characterization of the relationship between training token
count, expert pool size, and the onset of stable specialization
[23]. Multilingual and multi-task settings have provided
additional evidence for the generality of sparse expert scaling
advantages, with models incorporating task-conditional
routing demonstrated to achieve strong cross-lingual transfer
while maintaining parameter efficiency [24]. The continuum
between hard sparse routing and fully soft mixture weighting
was explored in depth by Puigcerver and colleagues, who
showed that soft MoE variants that assign fractional weights
to all experts can achieve competitive performance while
eliminating the training instability associated with discrete
routing decisions [25].

The design of differentiable gating mechanisms that
support explicit control over routing sparsity received
systematic treatment in the DSelect-k framework, which
parameterized expert selection as a differentiable binary
encoding problem and demonstrated that this formulation

could be optimized with standard gradient methods while
maintaining exact top-k sparsity [26]. The interaction
between sparsity and model depth was examined by Jaszczur
and collaborators, who showed that extremely sparse
transformer architectures achieving near-zero activation
density in feed-forward layers could match the performance
of standard transformers on language modeling benchmarks,
suggesting that the effective information content of dense
activations is highly concentrated [27]. The failure mode of
representation collapse, where multiple experts in a single
MoE layer converge to nearly identical weight configurations
despite different nominal identities, was subjected to formal
analysis by Chi and colleagues, who characterized the
gradient dynamics responsible for collapse and proposed
regularization strategies targeting inter-expert weight
similarity [28]. A comprehensive synthesis of these
developments, reviewing the full spectrum of sparse expert
architectures and their relationships to broader themes in
conditional computation, provided a unifying theoretical
framework for the empirical findings accumulated across this
body of work [29].

3. Methodology

3.1. Sparse Expert Architecture Design

The architectural foundation of sparse expert systems
within transformer-based language models rests on the
replacement of standard dense feed-forward network (FFN)
sub-layers with MoE layers containing multiple parallel
expert networks. In a conventional transformer block, each
token representation passes through a single FFN consisting
of two linear projections with an intermediate nonlinear
activation. In a sparse MoE layer, this single FFN is replaced
by N expert FFNs, each with identical architecture and
dimensionality, alongside a learned gating function that
selects which k experts each token is routed to. For top-k
routing with k substantially smaller than N, only a fraction
k/N of the total expert parameters are activated per token,
yielding a computational saving proportional to the sparsity
ratio. The remainder of the model, including self-attention
layers, embedding tables, and normalization components,
remains dense and shared across all tokens.
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Figure 1. Architecture of a Mixture-of-Experts (MoE) layer illustrating the sparse token routing mechanism

The gating function is parameterized as a linear projection
from the token representation to a vector of N logits, followed
by softmax normalization to produce a probability
distribution over experts. The internal organization of a
complete MoE layer is depicted in Figure 1, which illustrates

how a token representation enters the Gating Network at the
bottom of the diagram and generates routing weights G(x)2
through G(x).-1 that selectively activate Expert 2 through
Expert n-1 from the full pool spanning Expert 1 to Expert n.
The shaded expert boxes in the diagram correspond to those



receiving non-zero gate weights for a given input, while
unshaded experts remain inactive and contribute nothing to
the computation for that token. Their outputs are modulated
by the corresponding gate weights and combined through a
summation node to produce the final MoE layer output. The
left panel of the figure contextualizes this within the broader
transformer stack, showing two consecutive MoE layers
interleaved between dense recurrent blocks, confirming that
only the feed-forward computation is sparsified while all
other components remain fully engaged for every token.

The Gating Network distributes input representations
selectively to Expert 1 through Expert n in parallel, with gate
weights G(x) modulating the contribution of each active
expert. Shaded expert blocks indicate those receiving non-
zero routing weights for a given input token; their weighted

outputs are aggregated via summation to form the layer output.

The left panel shows two consecutive MoE layers interleaved
within a stacked recurrent architecture.

In top-1 routing, only the expert with the highest gate score
is activated, and the MoE layer output is simply the output of
that single expert multiplied by its gate weight. In top-2
routing, the outputs of the two highest-scoring experts are
combined as a weighted sum with weights proportional to
their normalized softmax scores. The choice between top-1
and top-2 routing involves a fundamental trade-off: top-1
routing minimizes active computation but may introduce
token-dropping when expert capacity is exceeded, while top-
2 routing provides richer output representations at higher but
still sublinear cost relative to dense FFNs.

Expert capacity is a critical design parameter determining
how many tokens each expert can process in a single batched
forward pass. In practical training, expert capacity is
expressed as a capacity factor times the average token load,
where average load equals the product of batch size and
sequence length divided by the number of experts N. Setting
capacity below 1.0 leads to token dropping, where tokens
assigned to overloaded experts are discarded and bypassed,
potentially degrading model quality in proportion to the drop
rate. Setting capacity substantially above 2.0 wastes memory
bandwidth and computation on padding. A capacity factor
between 1.0 and 2.0 has been found to balance these concerns
in most configurations at current scales. Load balancing is
enforced through an auxiliary loss added to the primary
language modeling cross-entropy objective, using the inner
product of mean gate probabilities and mean token fractions
as a differentiable proxy for load variance. The weight
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assigned to this auxiliary loss, typically between 0.01 and 0.1
relative to the main objective, requires careful calibration:
insufficient weight fails to prevent collapse toward popular
experts, while excessive weight disrupts content-dependent
routing and degrades model quality.

Expert dimensionality and the ratio of experts to model
depth are further architectural degrees of freedom that
significantly influence scaling behavior. Fine-grained
architectures partition a fixed total parameter budget into
many small experts, increasing routing diversity and enabling
finer specialization at the cost of higher routing overhead and
reduced per-expert representation capacity. The placement of
MoE layers within the transformer stack is an additional
design variable, with many practical architectures
interleaving dense and sparse layers at a fixed ratio to reduce
total communication overhead while preserving the core
scaling advantages of sparse activation. The interleaving ratio
constitutes a continuous trade-off between the scaling
benefits of sparsity and the operational complexity introduced
by expert parallelism.

3.2. Routing Stability and Distributed
Communication Framework

The hierarchical structure of expert routing becomes
considerably more nuanced when MoE layers are stacked
across multiple depths within the network, a configuration
that amplifies both the representational advantages and the
training challenges of sparse systems. Figure 2 illustrates this
stacking structure by contrasting a single-layer MoE
configuration in panel (a) with a two-layer Deep MoE
configuration in panel (b). In panel (a), a single gating
function g'(x) distributes the raw input x across N first-layer
experts fi'(x) through f,!(x), producing a weighted mixture z'
through the fan-in aggregation shown at the top of the panel.
Panel (b) extends this by feeding z' as input to a second gating
layer g*(x), which routes the intermediate representation
across a second pool of M experts fi*(x) through f,*(x) to
produce a higher-level output z2. The compositional routing
structure visible in panel (b) exponentially increases the
number of effective expert combinations accessible to the
model, since each input is associated with a pair of expert
selections drawn independently from two distinct pools,
yielding N times M possible computational pathways
compared to the N pathways of the single-layer case.

Figure 2. Comparison of single-layer Mixture-of-Experts (a) and two-layer Deep Mixture-of-Experts (b) routing architectures

Routing instability manifests as oscillations in the expert
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assignment distribution during training, where the gating



network repeatedly reassigns tokens between experts without
converging to stable specialization patterns. This instability is
exacerbated by the inherent discreteness of top-k selection,
which creates sharp gradient boundaries at the decision
threshold between selected and unselected experts. Several
techniques have been proposed to address this instability,
including router z-loss, which penalizes large logit
magnitudes in the gating network to prevent overconfident
routing decisions early in training, and the addition of
Gaussian noise to gating logits during training, which
smooths the selection boundary and encourages exploration
of the expert assignment space.

The distributed communication framework required for
expert parallelism at scale introduces two-level
communication hierarchies, in which experts are first
distributed ~ within  nodes  using  shared-memory
communication and then across nodes using network-fabric
communication. The efficiency of this approach depends on
the distribution of expert assignments relative to node
boundaries, which in turn depends on the routing behavior of
trained gating networks. When gating networks develop
spatially clustered routing patterns, where tokens from similar
contexts preferentially select experts co-located on the same
node, the hierarchical communication strategy provides
substantially reduced latency compared to flat all-to-all
operations. Dynamic batching strategies that adjust batch
composition to equalize expert loads across devices partially
mitigate hardware load imbalance at the device level, where
hardware hosting popular experts may saturate computation
while hardware hosting less popular experts remains
underutilized.

4. Results & Discussion
4.1. Scaling Behavior of Sparse Expert Models

The central empirical claim motivating sparse expert
architectures is that they achieve better task performance per
unit of training compute than dense models of equivalent
computational budget, and that this advantage grows with
scale. Across multiple evaluation frameworks, sparse MoE
models consistently achieve lower perplexity than floating-
point-operations-per-token-matched dense baselines, with the

magnitude of this advantage increasing as total parameter
count grows beyond the hundred-billion scale. At the one-
hundred-billion active parameter equivalent, sparse models
have been observed to outperform dense baselines by margins
corresponding to training a dense model on substantially more
data, confirming that sparse architectures access effectively
larger capacity at fixed computational cost. Scaling slope
analysis has formalized this advantage by fitting power-law
relationships between perplexity and both total parameters
and active parameters for sparse and dense architectures,
showing that sparse models exhibit a steeper perplexity
improvement per unit of total parameter increase.

This quantitative advantage is most pronounced in the
regime where total model capacity substantially exceeds the
optimal dense model size for a given compute budget, which
is precisely the regime targeted by trillion-parameter system
design. The GLaM experiments at 1.2 trillion total parameters
provided evidence that sparse activation allows effective use
of an order of magnitude more total capacity at the same per-
token inference cost as a competitive dense model, implying
that the effective compression of model capacity achievable
through sparsity scales with both the number of experts and
the sharpness of routing. The empirical evidence on sparse
scaling advantages is further illustrated in Figure 3, which
plots validation error against validation time in seconds for a
standard neural network baseline (green triangles, labeled NN)
and a conditional computation network (red circles, labeled
condnet). Two key patterns are evident in this scatter plot: first,
condnet configurations achieve lower validation error than
NN configurations at matched validation times, particularly
in the medium-to-high compute regime between one and ten
seconds; second, both approaches exhibit a consistent
downward trend in error as validation time increases,
confirming that additional computation translates into
improved accuracy. The spread of condnet results at lower
compute budgets reflects the variability introduced by
stochastic routing decisions during early training, where
routing has not yet stabilized, while the convergence of low-
error configurations at the rightmost portion of the x-axis
demonstrates that well-trained sparse models achieve error
rates competitive with or better than their dense counterparts
at full compute.
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Figure 3. Validation error (%) versus time of validation (seconds, log scale) comparing a standard neural network (NN, green triangles)
against a conditional computation network (condnet, red circles) across multiple training configurations

Load imbalance remains a persistent moderating factor that
constrains the realized scaling advantages of sparse systems.
In configurations where auxiliary load-balancing losses are
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insufficient or miscalibrated, a small fraction of experts can
receive a disproportionate share of tokens, effectively
reducing the model's useful capacity to that of a smaller dense



system while the parameters of neglected experts contribute
nothing to performance. Empirical analyses of token
distribution in trained MoE models have consistently found
that even with auxiliary losses, the expert load distribution
follows a skewed distribution rather than a uniform one, with
the most popular experts handling five to ten times more
tokens than the least popular. The severity of this imbalance
tends to increase with expert pool size, suggesting that larger
pools require stronger or more adaptive balancing
interventions to realize their theoretical capacity advantages.

4.2. Expert Specialization and Failure Mode
Analysis

The analysis of expert specialization patterns in trained
sparse models reveals a complex picture of emergent
organization that both validates the theoretical premises of
sparse architectures and highlights the conditions under
which those premises fail to hold in practice. Studies
examining the semantic and syntactic content preferentially
processed by individual experts in large MoE language
models have found consistent evidence of topic-based
clustering, where certain experts concentrate on tokens from
specific knowledge domains such as programming code,
mathematical notation, or biomedical terminology. Syntactic
specialization has also been documented, with subsets of
experts concentrating on structural tokens such as punctuation,
function words, and positional markers. The distribution of
specialization is not uniform across the transformer depth:
experts in early layers tend to develop coarser, surface-level
specializations reflecting lexical and orthographic features,
while experts in later layers exhibit finer-grained semantic
specialization reflecting higher-order conceptual distinctions.

Expert collapse, a failure mode distinct from load
imbalance, refers to the convergence of multiple experts in a
single MoE layer to nearly identical weight configurations,
effectively reducing the functional diversity of the expert pool.
This collapse is driven by a gradient concentration dynamic:
experts that achieve high gate scores early in training receive
dense gradient updates reinforcing their advantage, while
less-used experts receive sparse gradient signals and fail to
develop distinct representations. Mitigation strategies
including expert dropout, which randomly deactivates experts
during training to force routing diversity, and regularization
of inter-expert weight similarity to prevent convergence, have
been proposed and evaluated with moderate success across
different scales. The optimal balance between routing
sharpness, which promotes specialization, and routing
diversity, which ensures all experts receive sufficient gradient
signal, shifts as model scale and dataset size increase,
implying that balancing strategies must be adapted rather than
fixed across training regimes.

Routing oscillation manifests as abrupt changes in expert
assignment distributions during training, sometimes reversed
within a small number of update steps. This behavior arises
because the gating network must partition a high-dimensional
input space among many experts based on representations that
are themselves changing rapidly during early training. Router
z-loss addresses this by regularizing the scale of routing logits,
preventing the gating network from becoming overconfident
before stable feature representations emerge. Curriculum
approaches that initialize training with random or near-
uniform routing and gradually transition to learned gating
have been explored as complementary strategies with
encouraging results. The deployment implications of sparse

21

expert architectures involve hardware-level challenges not
present in dense systems, including expert offloading,
memory management for large expert pools, and dynamic
batching for inference efficiency, all of which require careful
engineering to translate theoretical scaling advantages into
practical deployment gains.

5. Conclusion

This paper has examined the scaling behavior of sparse
expert architectures for large language models in the trillion-
parameter regime, synthesizing recent empirical and
theoretical advances to characterize the conditions under
which sparse systems outperform dense counterparts and the
mechanisms responsible for this advantage. The analysis
establishes that MoE architectures offer a fundamentally
more favorable trade-off between total model capacity and
per-token computational cost than dense transformers,
enabling the construction of models with vastly larger
effective parameter counts at training and inference costs that
remain within practical bounds. The architectural findings of
this review identify routing stability, expert granularity, and
communication efficiency as the primary determinants of
whether sparse scaling advantages are realized in practice.
Fine-grained expert decomposition with mechanisms to
prevent expert collapse and parameter redundancy has
emerged as a promising design direction for maximizing the
effective diversity of expert pools at scale. Load-balancing
interventions, whether implemented through auxiliary losses,
adaptive capacity management, or structurally balanced
routing algorithms, are essential for ensuring that increased
parameter count translates into genuine capacity
improvement rather than idle parameter mass.
Communication overhead in distributed expert-parallel
training, while manageable at current scales through
hierarchical placement strategies, requires continued
attention as cluster sizes grow beyond current frontiers.

Several open questions merit sustained investigation. The
conditions under which sparse models generalize better than
dense models on out-of-distribution inputs have not been fully
characterized, and it remains unclear whether content-
dependent expert specialization facilitates compositional
generalization or constrains it by carving input space into
rigid domains. The optimal scheduling of routing
interventions, including the weighting of auxiliary losses and
the timing of transitions between exploratory and committed
routing during training, has not been systematically studied
across the range of model scales and dataset compositions
encountered in practice. The potential of hybrid architectures
that combine sparse expert layers in feed-forward positions
with dense attention mechanisms represents an important
direction for future architectural exploration. Sparse expert
scaling represents not merely an efficiency optimization but a
structural rethinking of how neural network capacity should
be organized, and whether its advantages will continue to hold
as models grow by further orders of magnitude remains an
open empirical question that will shape the next phase of
large-scale language model development.
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