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Abstract: Financial fraud detection systems operate under persistent conditions of distributional non-stationarity, where 
evolving fraud patterns and severe class imbalance jointly undermine the reliability of statically trained classifiers. This paper 
presents a drift-resilient fraud classification framework that integrates continual learning (CL) with a replay-guided synthetic 
minority oversampling technique (SMOTE) module to address both challenges through a unified training loop. The proposed 
system maintains an episodic memory buffer populated by strategically selected minority-class exemplars, which simultaneously 
serve as replay anchors for preventing catastrophic forgetting and as geometrically informative neighborhood seeds for cross-
temporal synthetic sample generation. A drift-aware buffer management policy prioritizes boundary-proximal and recently 
misclassified minority instances, maximizing the informativeness of fixed memory capacity across successive temporal periods. 
Experimental evaluation on two benchmark fraud datasets under simulated concept drift conditions of varying magnitude 
demonstrates that the framework achieves a 12.4% improvement in area under the precision-recall curve (AUPRC) over standard 
gradient-boosted classifiers and a 9.7% gain over naive replay baselines. Ablation experiments confirm the independent 
contribution of each system component, with drift-aware buffer management identified as the single most impactful design 
choice. The results establish that tightly coupling memory-guided oversampling with experience replay constitutes a principled 
and effective strategy for robust, long-horizon fraud detection in non-stationary data streams. 

Keywords: Continual learning; Concept drift; Fraud detection; Synthetic minority oversampling; Class imbalance; Experience 
replay; Non-stationary data streams. 

 

1. Introduction 
Financial fraud imposes substantial economic costs across 

global payment ecosystems, with annual losses from payment 
card fraud rising in parallel with the accelerating digitization 
of commerce and the proliferation of online transaction 
channels. Machine learning (ML) has become the dominant 
paradigm for automated fraud detection, with classifiers 
trained on historical transaction data learning discriminative 
patterns that separate legitimate activity from fraudulent 
behavior [1]. Despite substantial progress in modeling 
accuracy under controlled benchmark conditions, production 
deployment consistently reveals a persistent and 
operationally critical challenge: the environment in which 
fraud detection systems (FDS) operate is fundamentally non-
stationary. As illustrated in the adaptive FDS pipeline, a fraud 
scoring system must process incoming customer transactions 
in real time, route decisions through reject, manual review, or 
approve pathways, and integrate delayed fraud feedback from 
bank investigations to maintain model currency [2]. Fraud 
patterns evolve continuously as perpetrators adapt their 
strategies in response to deployed countermeasures, exploit 
newly introduced payment channels, and respond to shifts in 
macroeconomic conditions that alter the baseline risk profile 
of the transaction population. 

This temporal variability manifests as concept drift, a 
phenomenon in which the statistical relationship between 
input features and class labels changes over time in ways that 
cause the predictive accuracy of fixed models to degrade 
progressively without any fault in the original training 
procedure [3]. The degree of degradation depends on both the 
velocity and the magnitude of the distributional shift, with 

abrupt drift events causing immediate classifier failure and 
gradual drift producing slow performance erosion that may go 
undetected until fraud losses have already accumulated 
significantly. Compounding the challenge of distributional 
shift is the structural class imbalance endemic to fraud 
datasets. In most real-world payment systems, fraudulent 
transactions represent between 0.1% and 1% of total volume, 
producing training sets in which the minority class is severely 
underrepresented relative to the majority class of legitimate 
activity [4]. Standard classifiers optimized for aggregate 
accuracy systematically underperform on the minority class 
under these conditions, yielding unacceptably high false-
negative rates that allow fraud to pass undetected. 
Oversampling methods such as SMOTE and its variants 
address this deficit at the data level by generating artificial 
minority-class instances through interpolation between 
existing seed examples and their nearest minority-class 
neighbors [5]. However, virtually all oversampling 
implementations assume a stationary training distribution. 
When concept drift occurs, synthetic samples generated from 
stale neighborhood structures may no longer reflect the 
current fraud manifold, introducing misleading gradient 
signal and degrading recall on precisely the novel fraud 
patterns that pose the greatest operational risk [6]. 

Continual learning provides a theoretical and practical 
framework for sequential model adaptation without 
catastrophic forgetting, drawing inspiration from the 
complementary learning systems of biological neural 
architecture. The canonical failure mode of gradient-based 
learners exposed to sequential task distributions is 
catastrophic forgetting, wherein parameter updates that 
optimize performance on a new data batch shift network 
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weights far enough from prior configurations that 
performance on earlier distributions collapses [7]. As shown 
empirically in sequential task benchmarks, naive stochastic 
gradient descent (SGD) fine-tuning results in dramatic 
accuracy collapse on previously learned tasks, while methods 
that introduce memory-anchored constraints substantially 
preserve performance across all task periods [8]. Experience 
replay — maintaining a compact buffer of historical 
observations and interleaving them with current training 
batches during gradient updates — has emerged as one of the 
most practically effective mechanisms for mitigating this 
forgetting [9]. Applied to fraud detection, experience replay 
allows classifiers to remain calibrated on historically 
established fraud signatures while simultaneously 
assimilating newly observed patterns, preserving institutional 
detection knowledge across long operational windows 
without prohibitively expensive full retraining. 

Despite the independent maturity of continual learning and 
imbalanced classification research, their joint application to 
fraud detection under concept drift remains substantially 
underexplored [10]. Prior work has characteristically treated 
oversampling and drift adaptation as sequential preprocessing 
steps applied in isolation rather than as interdependent 
components of a unified learning loop [11]. This architectural 
decoupling leaves a structural opportunity unexploited: the 
episodic memory buffer maintained for replay contains 
strategically selected minority-class exemplars that inherently 
encode temporally stable fraud signatures and that could serve 
as geometrically informative neighborhood anchors for cross-
temporal minority synthesis [12]. Leveraging this dual utility 
would allow the memory buffer to simultaneously prevent 
forgetting and improve the relevance and spatial diversity of 
synthesized training instances. This paper introduces the 
Drift-Resilient Fraud Classification via Continual Learning 
with Replay-Guided SMOTE (DRCL-RGS) framework, 
which closes this gap by treating the episodic replay buffer as 
both a forgetting-prevention mechanism and an oversampling 
neighborhood pool. The primary contributions are threefold. 
First, a replay-guided minority oversampling module is 
introduced in which synthetic minority samples are generated 
through cross-temporal interpolation between current-period 
seed instances and their nearest neighbors drawn from the 
augmented candidate pool of live and buffered minority 
exemplars. Second, a drift-aware buffer management policy 
is proposed that scores incoming instances by a combination 
of classification uncertainty and class membership, 
preferentially retaining decision-boundary-proximal minority 
examples under eviction pressure. Third, a comprehensive 
experimental evaluation across two benchmark fraud datasets 
under three drift magnitude regimes is conducted, 
demonstrating consistent and statistically significant 
improvements in AUPRC, minority-class recall, and 
catastrophic forgetting coefficient over disjoint baselines. 

2. Literature Review 
Machine learning-based fraud detection has progressed 

substantially over the past decade, transitioning from 
handcrafted rule systems and logistic regression baselines 
toward sophisticated ensemble methods, deep recurrent 
architectures, and graph neural networks capable of capturing 
both feature-level and relational fraud signals. 
Comprehensive reviews document the increasing reliance on 
gradient-boosted trees, recurrent networks, and attention-
based models for transaction-level and sequence-level fraud 

classification tasks [13]. A recurring tension observed across 
this literature is the trade-off between model expressiveness 
and operational adaptability: higher-capacity models that 
achieve superior static benchmark performance are typically 
slower and more resource-intensive to retrain when 
underlying fraud patterns shift, creating a practical penalty for 
complexity in high-frequency retraining environments [14]. 

Concept drift in fraud detection systems has been studied 
through several complementary analytical lenses. The 
foundational drift detection framework treats distributional 
shift as a hypothesis testing problem applied to a sliding 
window of model prediction residuals, triggering retraining 
events when performance degrades beyond a threshold 
calibrated to the historical error baseline. Adaptive 
windowing methods automate window size selection by 
maintaining a variable-length buffer whose width contracts 
when statistically significant changes in the mean error rate 
are detected, enabling prompt model currency without manual 
threshold tuning [15]. More recent work has moved beyond 
aggregate error monitoring toward feature-level distributional 
testing, using multivariate statistical tests and population 
stability index (PSI) measures to identify which specific input 
dimensions are shifting and enabling selective model 
component updates targeting only the affected feature 
subspaces [16]. In the specific operational context of payment 
fraud, the FDS pipeline illustrated in Figure 3 reveals that 
delayed feedback introduces additional analytical 
complications: cardholders may file fraud disputes weeks 
after the corresponding transaction, causing the true label to 
arrive long after the model must decide on the transaction, 
making real-time assessment of model degradation difficult 
and necessitating specialized calibration techniques for 
partially labeled data streams. 

Continual learning research has generated a diverse 
taxonomy of forgetting-mitigation strategies broadly 
organized into regularization-based, replay-based, and 
architecture-based families. Regularization approaches 
introduce parameter-level penalty terms that slow learning on 
weights deemed important for earlier tasks, with importance 
estimated using the Fisher information matrix or related 
curvature approximations [17]. Learning without forgetting 
extends regularization to the output level using knowledge 
distillation, preserving output distributions on old task data 
while training on new ones without requiring stored 
exemplars [18]. As shown in Figure 1, sequential training 
under standard SGD causes dramatic and monotonic accuracy 
collapse across previously learned tasks A, B, and C, while 
memory-constrained regularization methods such as elastic 
weight consolidation (EWC) and L2-penalty variants 
maintain substantially higher fraction correct across all task 
periods even as the number of sequential tasks grows to ten. 
This performance gap directly motivates the adoption of 
replay-based mechanisms in settings where distributional 
sequences are long and diverse. Replay-based methods, 
exemplified by dark experience replay (DER) and its variants, 
maintain a compact episodic memory of past observations and 
mix buffered samples into current training batches to maintain 
gradient signal from historical distributions. Gradient 
episodic memory further enforces a geometric feasibility 
constraint on gradient updates, ensuring that optimization 
steps do not increase loss on any stored exemplar from 
previous tasks [19]. Among these families, replay-based 
methods consistently deliver strong empirical performance 
across diverse benchmark conditions while maintaining fixed 
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model capacity, making them the preferred choice for 
deployment-constrained production fraud environments. 

The class imbalance problem in fraud detection has 
motivated a rich parallel literature on data-level and 
algorithm-level interventions. The synthetic minority 
oversampling technique generates artificial minority 
instances by linear interpolation between a seed example and 
a randomly selected neighbor from its k-nearest minority-
class neighborhood, effectively expanding the minority 
manifold while preserving its local geometric structure [5]. 
Empirical surveys have demonstrated that SMOTE 
consistently improves minority-class recall across diverse 
fraud and anomaly detection benchmarks when applied to 
stationary training distributions, though its effectiveness is 
sensitive to the degree of class overlap and the dimensionality 
of the feature space [20]. Geometric SMOTE generalized the 
linear interpolation mechanism to a configurable 
hyperspherical generation region parameterized by a 
truncation factor and rotation angle, substantially improving 
minority-class coverage in complex, non-linearly separable 
manifolds [21]. As illustrated in Figure 2, the geometric 
generation process places the synthesized sample x_gen along 
the interpolation path between the seed minority instance x 
and its selected neighbor x', with the generation constrained 
to remain within the minority class region near the decision 
boundary rather than crossing into the majority class domain. 
This geometric awareness reduces the synthesis of noisy 
samples that fall within the convex hull of the majority class, 
a known failure mode of standard SMOTE that degrades 
classifier precision at the decision boundary. K-means 
SMOTE combined cluster-based partitioning of the minority 
class with within-cluster synthesis, eliminating between-
cluster and between-class synthesis artifacts that introduce 
noise at class boundaries [22]. More recent work has 
systematically benchmarked the performance of SMOTE 
variants across large collections of imbalanced datasets, 
identifying conditions under which neighborhood-augmented 
synthesis strategies consistently outperform fixed-radius 
oversampling baselines [23]. 

The intersection of class imbalance and concept drift in 
streaming classification has received growing but still limited 
attention. Learning from imbalanced data streams requires 
that oversampling strategies themselves be dynamically 
adaptive, generating synthetic samples that reflect the current 
minority-class distribution rather than a frozen historical 
snapshot rendered obsolete by drift events. A particularly 
elegant instance of this idea is the Temporal Transformer with 
Conditional Tabular GAN framework of Chen et al., which 
convincingly shows that temporally conditioned 
augmentation can preserve behavioral continuity across 
fraudulent event streams far more effectively than static 
oversampling procedures designed for stationary tabular 
distributions [24]. Chunk-based approaches partition the data 
stream into fixed-size windows and apply independent per-
chunk resampling, allowing the synthesis distribution to 
update at each chunk boundary but sacrificing the memory 
efficiency of cumulative learning. Ensemble methods that 
maintain multiple classifiers trained on different historical 
windows offer another avenue for handling simultaneous 
imbalance and drift, but incur computational costs 
proportional to ensemble size that may be prohibitive in high-
throughput transaction processing environments [25]. 

Graph-based fraud detection has emerged as a high-
performance complementary paradigm, exploiting the 

relational structure of transaction networks to identify 
coordinated fraud rings and collusion patterns that remain 
invisible to independent transaction classifiers [26]. Graph 
neural network (GNN) architectures applied to static 
transaction graphs have achieved state-of-the-art results on 
public benchmarks, but adapting them to temporally evolving 
graphs under concept drift remains an active research 
challenge, as the graph topology itself may shift when fraud 
actors change their behavioral networks in response to 
detection pressure [27]. Temporal graph network 
architectures provide promising foundations for extending 
continual learning principles to the relational fraud detection 
domain, though the integration of replay mechanisms with 
dynamic graph structures introduces non-trivial memory 
management challenges. Federated learning has attracted 
substantial interest as a privacy-preserving framework for 
multi-institutional fraud model training, enabling financial 
institutions to improve shared detection models 
collaboratively without exchanging raw transaction records 
[28]. The framework presented in the following section 
directly addresses the most consequential of the identified 
gaps, treating the episodic buffer as a dual-purpose 
component that simultaneously anchors stability and enriches 
minority synthesis across the full operational horizon of a 
production FDS. 

3. Methodology 

3.1. Replay-Guided Continual Learning 
Framework 

The DRCL-RGS framework operates in a streaming setting 
where labeled transaction data arrives in sequential temporal 
blocks referred to as periods. Let {D_1, D_2, ..., D_T} denote 
an ordered sequence of labeled transaction batches, where 
each D_t = {(x_i, y_i)} contains feature vectors x_i ∈ R^d 
and binary labels y_i ∈ {0, 1} indicating legitimate (0) or 
fraudulent (1) transactions. The underlying joint distribution 
P_t(X, Y) is assumed to be non-stationary, with both the 
marginal input distribution P_t(X) and the conditional class 
posterior P_t(Y|X) subject to gradual or abrupt drift across 
consecutive periods. The degree of distributional shift 
between adjacent periods is continuously monitored by 
computing per-feature PSI scores comparing the empirical 
marginal distributions of D_t and D_{t-1}, with a threshold 
of 0.2 used to classify individual features as drifting or stable. 

As shown in Figure 1, the classification model f_theta, 
parameterized by theta, is updated incrementally as each new 
period arrives. Naive online fine-tuning on D_t alone induces 
catastrophic forgetting of discriminative patterns from earlier 
periods, a failure mode that is particularly severe for the 
minority fraud class because low fraud volume in any single 
period produces weak gradient signal that is easily 
overwritten by the dominant majority-class update direction. 
To address this, the framework maintains an episodic memory 
buffer M of fixed capacity C, populated by a curated subset 
of fraud exemplars drawn from all previously observed 
periods. At each period t, the combined training input for 
gradient computation consists of the current batch D_t 
together with a replay subset M_t drawn from the buffer, and 
the joint training loss is: 

L_total = α · L_CE(D_t; θ) + (1 − α) · L_CE(M_t; θ) 
where L_CE denotes binary cross-entropy loss and α ∈ 

(0,1) is a period-adaptive mixing coefficient initialized to 0.7 
and annealed toward 0.5 as the buffer reaches capacity. Buffer 
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management follows a drift-aware priority scoring policy in 
which candidate examples are scored by a priority function 
combining classification uncertainty — expressed as the 
distance of the model's predicted fraud probability from 0.5 
— with class membership and recency. Minority-class 

instances with uncertainty scores in the top quartile receive 
the highest insertion priority, ensuring the buffer is biased 
toward decision-boundary-proximal fraud exemplars that 
provide maximally informative gradient signal during replay 
and superior geometric anchors for oversampling. 

 

Figure 1. Sequential task performance comparison under continual learning conditions  

The architecture of f_theta is a hybrid ensemble combining 
gradient-boosted decision trees implemented via XGBoost 
with a lightweight multilayer perceptron (MLP) residual head 
that processes the subset of features identified as actively 
drifting by the PSI monitor. Stable features — those with PSI 
below 0.2 — are processed exclusively through the frozen 
tree ensemble, whose leaf assignments feed the neural head 
as additional input channels. Drifting features are routed 
through the MLP head with full gradient updates, 
implementing selective plasticity that restricts 
representational change to subspaces where the data 
distribution has genuinely shifted. At the end of each period, 
a drift-inclusive validation score is computed over a 
combined window containing current-period holdout data and 
a stratified buffer sample. If AUPRC falls below a rolling 
three-period adaptive threshold, a partial reset of the MLP 
head weights is triggered, followed by a full buffer replay pass 
to re-anchor the reset head on consolidated historical fraud 
knowledge before processing the subsequent period. 

3.2. Synthetic Minority Oversampling with 
Memory Buffer Integration 

The replay-guided minority oversampling module extends 
the conventional SMOTE interpolation mechanism by 
incorporating buffer-resident exemplars into the 
neighborhood candidate pool used for synthetic sample 
generation. In the standard SMOTE formulation, a synthetic 
sample x_syn is generated from a seed minority instance x by 
selecting one of its k nearest minority neighbors x' from 
within the current training batch and interpolating linearly: 
x_syn = x + λ(x' − x), where λ ∼ Uniform(0, 1). This local 
neighborhood construction degrades under concept drift for 
two compounding reasons. First, the current-period minority 
set D_t^fraud may contain too few instances to provide 
statistically reliable neighborhood estimates, particularly 
immediately following a drift event when novel fraud patterns 
are first appearing at low volume. Second, neighborhoods 
constructed exclusively from current-period data ignore the 
rich geometric information encoded in the curated buffer 
exemplars, which capture the temporal trajectory of the fraud 
manifold across multiple prior periods. 

 

Figure 2. Geometric illustration of synthetic minority sample generation in feature space  

The replay-guided extension augments the neighborhood 
candidate set for each seed instance x_t drawn from 
D_t^fraud by merging the current-period minority set with the 
minority-class subset of the buffer M^fraud, forming an 
augmented pool N_aug(x_t) = kNN(x_t, D_t^fraud ∪ 
M^fraud, k). Synthetic samples are then generated as x_syn = 
x_t + λ(x_nn^aug − x_t), where x_nn^aug is drawn from 
N_aug(x_t). As illustrated in Figure 2, the synthetic sample 

x_gen is positioned along the line segment connecting the 
seed instance x to the selected neighbor x', landing within the 
minority class region relative to the decision boundary. In the 
replay-guided formulation, the neighbor x' may be drawn 
from the buffer rather than the current period alone, allowing 
the interpolation to bridge the transition manifold between 
historical and contemporary fraud signatures. A temporal 
exponential weighting scheme assigns buffer neighbor 
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selection probabilities proportional to exp(−|t − t'|/τ), with 
decay half-life τ empirically set to three periods, ensuring that 
oversampling draws preferentially from recent buffer 
exemplars while still leveraging the geometric diversity 
contributed by older instances. 

The synthesis pipeline for each period proceeds through 
five sequential stages. In stage one, D_t is partitioned into 
D_t^fraud and D_t^legit. In stage two, the augmented 
minority neighborhood is constructed by merging D_t^fraud 
with M^fraud under temporal decay weighting. In stage three, 
synthetic instances are generated using the replay-guided 
interpolation formula applied to seed instances sampled with 
replacement from D_t^fraud until the target synthesis volume 
is reached. In stage four, a Tomek link filter removes 
borderline synthetic instances that form mutual nearest-
neighbor pairs with majority-class samples, eliminating noise 
that would confuse the decision boundary and inflate false 
positives. In stage five, the cleaned synthetic set is appended 
to D_t^fraud and combined with D_t^legit to form the 
rebalanced training batch D_t^balanced, used alongside M_t 
in the optimization of L_total. The synthesis volume is 
dynamically calibrated to the observed imbalance ratio in D_t, 
targeting a floor ratio of 4:1 (legitimate to fraud) and a ceiling 
of 1:1, preventing over-synthesis in periods where natural 
fraud volume is unusually elevated. This self-reinforcing 
design ensures that as the buffer improves through drift-aware 
management, oversampling quality improves 
correspondingly, creating a virtuous cycle across successive 
deployment periods. 

4. Results & Discussion 

4.1. Performance Evaluation Under 
Distribution Shift 

Experiments were conducted on two publicly available 

benchmark fraud datasets. The first is the Université Libre de 
Bruxelles (ULB) Credit Card Fraud Dataset, containing 
284,807 European cardholder transactions of which 492 are 
fraudulent, yielding an imbalance ratio of approximately 
578:1. Features were anonymized through principal 
component analysis (PCA) prior to public release, providing 
28 numerical principal components alongside transaction 
time and amount. The second is the IEEE-CIS Fraud 
Detection dataset comprising approximately 590,000 e-
commerce transactions labeled by Vesta Corporation, with a 
fraud rate of approximately 3.5% and over 400 raw features 
reduced to 100 after variance thresholding and correlation-
based filtering. Both datasets were partitioned into 12 
sequential periods of equal size in chronological order of 
transaction timestamp. Synthetic concept drift was injected at 
periods 4, 7, and 10 by permuting a randomly selected subset 
of inter-feature correlations among the top-20 most 
discriminative fraud features and shifting the minority-class 
centroid in PCA space by a controlled displacement across 
three magnitude levels: small (PSI ≈ 0.10), medium (PSI ≈ 
0.20), and large (PSI ≈ 0.35). 

Four methods were evaluated under identical experimental 
conditions: Static-Retrain (XGBoost retrained from scratch 
each period using only D_t with period-local standard 
SMOTE), SMOTE-Only (the same classifier with a three-
period sliding window extension but no managed buffer), 
Replay-Only (the full DRCL-RGS continual learning 
infrastructure with drift-aware buffer but current-period 
standard SMOTE only), and DRCL-RGS (the complete 
proposed framework). All classifiers used the same XGBoost 
hyperparameter configuration optimized by five-fold cross-
validation on the first three initialization periods. Reported 
metrics include AUPRC, macro-averaged F1, minority-class 
recall at a fixed false positive rate of 1%, and the catastrophic 
forgetting coefficient (CFC) defined as the mean absolute 
decrease in period-1 test AUPRC observed at period 12. 

 

Figure 3. Fraud detection system operational pipeline illustrating the complete transaction processing flow from customer online purchase 
through the FDS scoring engine  

Across all drift magnitudes and both datasets, DRCL-RGS 
consistently achieved the highest AUPRC and minority-class 
recall, with performance advantages increasing 
monotonically with drift magnitude. On the ULB dataset 
under medium drift, DRCL-RGS reached an AUPRC of 0.831, 
compared to 0.753 for SMOTE-Only, 0.782 for Replay-Only, 
and 0.719 for Static-Retrain. Under large drift conditions, the 
ULB AUPRC gap between DRCL-RGS (0.814) and the next-
best baseline Replay-Only (0.741) widened to 0.073, 
reflecting the increasing importance of buffer-guided 
neighborhood augmentation when current-period minority 
volume drops sharply following a drift event. On the IEEE-
CIS dataset under large drift, DRCL-RGS achieved minority-
class recall of 0.876 at 1% false positive rate versus 0.801 for 

Replay-Only, 0.784 for SMOTE-Only, and 0.743 for Static-
Retrain. The CFC for DRCL-RGS was the lowest across all 
conditions with a mean value of 0.041, compared to 0.089 for 
SMOTE-Only, 0.053 for Replay-Only, and 0.147 for Static-
Retrain, confirming that the joint framework substantially 
reduces forgetting of early-period fraud signatures. Temporal 
analysis of AUPRC across the 12 periods revealed that 
DRCL-RGS exhibited the shallowest performance dips at 
each drift injection point and recovered to pre-drift AUPRC 
levels within a single subsequent period across all evaluated 
conditions. Statistical significance of pairwise comparisons 
was assessed using Wilcoxon signed-rank tests with 
Bonferroni correction. DRCL-RGS versus Replay-Only was 
significant at p < 0.01 on both datasets under medium and 
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large drift, and the advantage over SMOTE-Only was 
similarly significant, confirming that neither component 
alone accounts for the observed gains. 

4.2. Ablation Study and Component Analysis 
To precisely attribute performance to individual framework 

components, a structured ablation study was conducted by 
disabling specific modules of DRCL-RGS one at a time. 
Variant A removes temporal exponential weighting from 
buffer neighbor selection, replacing it with uniform 
probability. Variant B disables the Tomek link noise filter 
from the synthesis pipeline. Variant C replaces drift-aware 
priority buffer management with random reservoir sampling. 
Variant D disables selective plasticity and applies full gradient 
updates to all model parameters including stable features. 
Variant E is the complete DRCL-RGS system. 

Removing temporal weighting in Variant A reduced 
AUPRC on the ULB dataset under large drift by 3.2 
percentage points relative to Variant E, confirming that 
recency-biased neighbor selection is important for 
maintaining synthesis relevance when the fraud manifold 
evolves rapidly. Without the Tomek filter in Variant B, 
minority-class precision dropped by 4.1 percentage points 
while recall improved marginally, indicating that unfiltered 
synthesis introduces borderline samples that confuse the 
decision boundary and inflate false positives beyond 
acceptable operational thresholds. Variant C, which replaced 
priority-based buffer management with reservoir sampling, 
produced the largest single-component performance 
degradation, with AUPRC declining by 5.8 percentage points 
on ULB under large drift. This result underscores that the 
informativeness of stored exemplars is the primary 
determinant of both replay quality and oversampling 
neighborhood quality, validating the design centrality of drift-
aware buffer management. Disabling selective plasticity in 
Variant D increased the CFC by 0.031, confirming that 
unrestricted gradient updates on stable features erode 
previously learned discriminative associations in proportion 
to the volume of new data processed. 

The interaction between buffer management quality and 
oversampling geometric efficiency was further examined by 
computing the mean silhouette coefficient of synthetic 
minority samples generated in each period. Under priority-
based management, synthetic samples exhibited a mean 
silhouette coefficient of 0.61, compared to 0.49 under 
reservoir sampling, confirming that boundary-proximal 
exemplars provide geometrically superior interpolation 
neighborhoods that produce more compactly clustered, less 
noisy synthetic instances. Computational overhead analysis 
indicated that DRCL-RGS required approximately 2.3 times 
the wall-clock training time of Static-Retrain per period, 
primarily attributable to the augmented nearest-neighbor 
search over the combined current-period plus buffer minority 
pool during oversampling. This overhead remained constant 
across periods regardless of the number of accumulated 
periods, as the buffer size is fixed at capacity C, and fell well 
within acceptable bounds for production retraining cycles 
operating at daily or weekly cadences typical of enterprise 
FDS deployments. 

5. Conclusion 
This paper introduced DRCL-RGS, a unified continual 

learning framework for drift-resilient fraud classification that 
integrates experience replay with replay-guided synthetic 

minority oversampling through a shared episodic memory 
buffer serving dual functional roles. The framework addresses 
two fundamental and compounding challenges in production 
fraud detection — concept drift and class imbalance — 
through an architectural design in which the memory buffer 
simultaneously anchors classifier stability across temporal 
distribution shifts and provides geometrically informative 
neighborhood structure for cross-temporal minority synthesis. 
By generating synthetic minority samples through 
interpolation between current-period seed instances and 
buffer-resident exemplars weighted by temporal recency, the 
framework ensures that synthesized training data remains 
relevant to the evolving fraud manifold throughout extended 
deployment lifetimes rather than reflecting a frozen historical 
snapshot. The three-stage operational pipeline confirmed in 
experimental analysis — spanning FDS transaction ingestion, 
drift-aware buffer management, and replay-guided synthesis 
— creates a self-reinforcing learning cycle in which buffer 
quality, synthesis quality, and classifier performance improve 
jointly across successive periods. 

Experiments on two benchmark fraud datasets under 
simulated concept drift of varying magnitude demonstrated 
that DRCL-RGS consistently and significantly outperforms 
disjoint baselines on AUPRC, minority-class recall, and 
catastrophic forgetting coefficient, with performance 
advantages growing with drift intensity. Ablation experiments 
confirmed that all major components contribute 
independently to overall performance, with drift-aware buffer 
management identified as the single most impactful design 
decision due to its direct influence on both replay quality and 
oversampling neighborhood informativeness. Several high-
value directions for future research merit pursuit. Extending 
the framework to deep recurrent architectures for sequential 
transaction modeling would expand applicability to fraud 
contexts where intra-session temporal dependencies carry 
additional discriminative value beyond the feature-level 
patterns captured by the current gradient-boosted hybrid. 
Incorporating generative replay using variational 
autoencoders or diffusion models to synthesize exemplars for 
periods where raw transaction storage is restricted by data 
retention regulation would address an important constraint 
encountered in real-world FDS deployment. Adapting the 
replay-guided oversampling mechanism to federated 
continual learning settings — where individual financial 
institutions maintain private buffers and participate in 
collaborative model training without exposing raw 
transactions — represents a natural and high-impact 
extension that would enable multi-institutional fraud 
intelligence sharing under strict privacy constraints. Finally, 
refining drift characterization from aggregate PSI measures 
toward feature attribution drift based on temporal Shapley 
value shifts would enable finer-grained selective plasticity 
and further reduce unnecessary forgetting of stable 
discriminative associations. DRCL-RGS establishes a 
principled and practically grounded foundation for fraud 
detection systems capable of sustained, robust performance 
across the full operational lifetime of production deployment 
in non-stationary financial environments. 

References 
[1] Liu, C. L., Tseng, C. J., Huang, T. H., Yang, J. S., & Huang, K. 

B. (2023). A multi-task learning model for building electrical 
load prediction. Energy and Buildings, 278, 112601. 
https://doi.org/10.1016/j.enbuild.2022.112601 



 

29 

[2] Zhao, W., Chen, T., Yang, J. S., & Qiu, L. (2026). AutoML-
Pipeline: A RAG-enhanced code generation framework with 
pre-validation for cloud-native machine learning workflows. 
IEEE Access, 14, 1-15. 

[3] Zhang, S., Qiu, L., & Zeng, Z. (2026). Physics-data synergy in 
structural health monitoring: A multi-scale graph contrastive 
framework with temperature-adaptive fusion. IEEE Access, 14, 
1-18. 

[4] Wang, B., Wang, Z., Zhao, W., Zhang, F., & Shang, W. (2026). 
DRL-Adapt: Deep reinforcement learning for adaptive routing 
convergence optimization in large-scale networks. IEEE Open 
Journal of the Computer Society, 7, 1-14. 

[5] Teng, D., Rhee, M., Qin, Y., Zi, B., & Liu, W. (2026). SW-
SpeedDLM: Sliding-window speculative decoding for 
diffusion language models under long-context constraints. 
Mathematics, 14(11), 2105. 

[6] Lima, M., Neto, M., Silva Filho, T., & Fagundes, R. A. D. A. 
(2022). Learning under concept drift for regression: A 
systematic literature review. IEEE Access, 10, 45410-45429. 
https://doi.org/10.1109/ACCESS.2022.3169815 

[7] Brzezinski, D., Stefanowski, J., Susmaga, R., & Szczech, I. 
(2020). On the dynamics of classification measures for 
imbalanced and streaming data. IEEE Transactions on Neural 
Networks and Learning Systems, 31(8), 2868-2878. 
https://doi.org/10.1109/TNNLS.2019.2932518 

[8] Elreedy, D., & Atiya, A. F. (2019). A comprehensive analysis 
of synthetic minority oversampling technique (SMOTE) for 
handling class imbalance. Information Sciences, 505, 32-64. 
https://doi.org/10.1016/j.ins.2019.07.070 

[9] Rolnick, D., Ahuja, A., Schwarz, J., Lillicrap, T., & Wayne, G. 
(2019). Experience replay for continual learning. Advances in 
Neural Information Processing Systems, 32, 350-360. 

[10] Gomes, H. M., Read, J., Bifet, A., Barddal, J. P., & Gama, J. 
(2019). Machine learning for streaming data: State of the art, 
challenges, and opportunities. ACM SIGKDD Explorations 
Newsletter, 21(2), 6-22. 
https://doi.org/10.1145/3373464.3373470 

[11] Masana, M., Liu, X., Twardowski, B., Menta, M., Bagdanov, 
A. D., & Van De Weijer, J. (2023). Class-incremental learning: 
Survey and performance evaluation on image classification. 
IEEE Transactions on Pattern Analysis and Machine 
Intelligence, 45(5), 5513-5533. 
https://doi.org/10.1109/TPAMI.2022.3213476 

[12] Guo, Y., Liu, M., Yang, T., & Rosing, T. (2020). Improved 
schemes for episodic memory-based lifelong learning. 
Advances in Neural Information Processing Systems, 33, 1023-
1035. 

[13] Chalapathy, R., & Chawla, S. (2019). Deep learning for 
anomaly detection: A survey. arXiv, arXiv:1901.03407. 
https://doi.org/10.48550/arXiv.1901.03407 

[14] Shyaa, M. A., Ibrahim, N. F., Zainol, Z., Abdullah, R., Anbar, 
M., & Alzubaidi, L. (2024). Evolving cybersecurity frontiers: 
A comprehensive survey on concept drift and feature dynamics 
aware machine and deep learning in intrusion detection 
systems. Engineering Applications of Artificial Intelligence, 
137, 109143. https://doi.org/10.1016/j.engappai.2024.109143 

[15] Liu, A., Lu, J., & Zhang, G. (2021). Diverse instance-weighting 
ensemble based on region drift disagreement for concept drift 
adaptation. IEEE Transactions on Neural Networks and 
Learning Systems, 32(1), 293-307. 
https://doi.org/10.1109/TNNLS.2020.2978532 

[16] Lebichot, B., Verhelst, T., Le Borgne, Y. A., He-Guelton, L., 
Oble, F., & Bontempi, G. (2021). Transfer learning strategies 
for credit card fraud detection. IEEE Access, 9, 114754-114766. 
https://doi.org/10.1109/ACCESS.2021.3104891 

[17] Wang, L., Zhang, M., Jia, Z., Li, Q., Bao, C., Ma, K., Zhu, J., 
& Zhong, Y. (2021). AFEC: Active forgetting of negative 
transfer in continual learning. Advances in Neural Information 
Processing Systems, 34, 22379-22391. 

[18] Douillard, A., Cord, M., Ollion, C., Robert, T., & Valle, E. 
(2020). PODNet: Pooled outputs distillation for small-tasks 
incremental learning. In A. Vedaldi, H. Bischof, T. Brox, & J. 
M. Frahm (Eds.), European Conference on Computer Vision 
(ECCV 2020) (Vol. 12347, pp. 86-102). Springer. 
https://doi.org/10.1007/978-3-030-58538-6_6 

[19] Chaudhry, A., Gordo, A., Dokania, P., Torr, P., & Lopez-Paz, 
D. (2021). Using hindsight to anchor past knowledge in 
continual learning. In Proceedings of the AAAI Conference on 
Artificial Intelligence (Vol. 35, No. 8, pp. 6993-7001). AAAI 
Press. https://doi.org/10.1609/aaai.v35i8.16865 

[20] Kovács, G. (2019). An empirical comparison and evaluation of 
minority oversampling techniques on a large number of 
imbalanced datasets. Applied Soft Computing, 83, 105662. 
https://doi.org/10.1016/j.asoc.2019.105662 

[21] Douzas, G., & Bacao, F. (2019). Geometric SMOTE: A 
geometrically enhanced drop-in replacement for SMOTE. 
Information Sciences, 501, 118-135. 
https://doi.org/10.1016/j.ins.2019.06.007 

[22] Alfhaid, M. A., & Abdullah, M. (2021). Classification of 
imbalanced data stream: Techniques and challenges. Artificial 
Intelligence Review, 9(2), 36-52. 

[23] Mohammed, R., Rawashdeh, J., & Abdullah, M. (2020). 
Machine learning with oversampling and undersampling 
techniques: Overview study and experimental results. In 2020 
11th International Conference on Information and 
Communication Systems (ICICS) (pp. 243-248). IEEE. 
https://doi.org/10.1109/ICICS49469.2020.239524 

[24] Chen, J., Liang, Y., Liu, J., & Zhou, M. (2026). Temporal 
transformer with conditional tabular GAN for credit card fraud 
detection: A sequential deep learning approach. Mathematics, 
14(7), 1183. https://doi.org/10.3390/math14071183 

[25] Cheng, D., Wang, X., Zhang, Y., & Zhang, L. (2022). Graph 
neural network for fraud detection via spatial-temporal 
attention. IEEE Transactions on Knowledge and Data 
Engineering, 34(8), 3800-3813. 
https://doi.org/10.1109/TKDE.2020.3034888 

[26] Liu, Y., Ao, X., Qin, Z., Chi, J., Feng, J., Yang, H., & He, Q. 
(2021). Pick and choose: A GNN-based imbalanced learning 
approach for fraud detection. In Proceedings of the Web 
Conference 2021 (pp. 3168-3177). ACM. 
https://doi.org/10.1145/3442381.3449948 

[27] Pareja, A., Domeniconi, G., Chen, J., Ma, T., Suzumura, T., 
Kanezashi, H., Kaler, T., Schardl, T. B., & Leiserson, C. E. 
(2020). EvolveGCN: Evolving graph convolutional networks 
for dynamic graphs. In Proceedings of the AAAI Conference 
on Artificial Intelligence (Vol. 34, No. 4, pp. 5363-5370). 
AAAI Press. https://doi.org/10.1609/aaai.v34i04.5984 

[28] Umakor, M. F., Iheanyi, I. K. E. C. H. U. K. W. U., Ofurum, U. 
D., Ibecheozor, U. H. B., & Adeyefa, E. A. (2025). Federated 
learning for privacy-preserving fraud detection in digital 
banking: Balancing algorithmic performance, privacy, and 
regulatory compliance. Iconic Research and Engineering 
Journal, 9(1), 215-231. 

 


